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     Max. Marks: 60


 Note: No additional answer sheets will be provided.

Part - A 

Max.Marks:10

Answer all QUESTIONS.

1. What is a semantic data model?

2. List the advanced features of SQL.
3. Distinguish between a primary key and a candidate key. 

4. What is decomposition? How does it address redundancy?

5. Why does a DBMS interleave concurrent transactions?

6. What is the difference between a system crash and media failure?  

7. Give the SQL command used to create B+ tree index.
8. What is RAID?

9. Why tree-structured indexes are good for searches, especially range selections?

10. The recovery in a distributed DBMS is more complicated than a centralized system. Give the reasons.
Part – B
Max. Marks: 50

ANSWER ANY FIVE QUESTIONS. EACH QUESTION CARRIES 10 MARKS.
1. a) What are the main benefits of using a DBMS to manage data in applications involving extensive   

        data access? 







 
     
b) What are the responsibilities of DBA?

2.  a) What is a trigger? Illustrate with a suitable example.




     
(7M)
b) Distinguish between a trigger and constraint.





     
(3M) 
3.  Define 1NF, 2NF, 3NF and BCNF. What is the motivation for putting a relation in BCNF and in   

      3NF? 





4.  a) What overheads are associated with lock-based concurrency control? Discuss about the 
          blocking and aborting overheads specifically and explain which is more important in practice?










      



(6M)
b) What functionality does the recovery manager of a DBMS provide?


      
(4M)

5.   a) What is the difference between a clustered index and an un-clustered index?   
      
(2M)
b) Describe B+ tree insertion algorithm, and explain how it eliminates overflow of pages?    
(8M)

6. a) What are the similarities and differences between parallel and distributed database 
management systems?








     
b) When the information from remote catalogs is cached at other sites in a distributed DBMS, what 
happens if the cached information becomes outdated? How can this condition be detected and 
resolved? 



7.  Explain briefly:- 








a) Crash Recovery

b) Hash based Indexing
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